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Abstract In 2002, L.N. Trefethen of Oxford University challenged the scientific
community by ten intriguing mathematical problems to be solved, numerically, to
ten digit accuracy each (I was one of the successful contestants; in 2004, jointly with
three others of them, I published a book—Bornemann et al.: The SIAM 100-Digit
Challenge, SIAM, Philadelphia, 2004—on the manifold ways of solving those problems). In this paper, I collect some new and noteworthy insights and developments
that have evolved around those problems in the last decade or so. In the course of
my tales, I will touch mathematical topics as diverse as divergent series, Ramanujan
summation, low-rank approximations of functions, hybrid numeric-symbolic computation, singular moduli, self-avoiding random walks, the Riemann prime counting
function, and winding numbers of planar Brownian motion. As was already the intention of the book, I hope to encourage the reader to take a broad view of mathematics,
since one lasting moral of Trefethen’s contest is that overspecialization will provide
too narrow a view for one with a serious interest in computation.
Keywords Divergent series · Numeric-symbolic methods · Low-rank
approximation · Singular moduli · Self-avoiding random walk · Riemann R function

1 Genesis
When asked about the impact of his challenge, Lloyd N. Trefethen of Oxford University replied in a 2004 interview [6, p. 10] by quoting Zhou En-Lai’s celebrated quip
about the French Revolution: “It’s too early to tell!”
Dedicated to L.N. Trefethen at the occasion of his 60th birthday.
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While it will remain, of course, that way for a long time to come, in this paper
I collect some insights and developments that could not have been related a decade,
or so, ago. After all, the challenge was posing some intriguing mathematical problems, and such problems are always a wonderful excuse, at least for me, to talk about
exciting mathematics.
Let me start by recalling some of the history.
The Contest Trefethen proposed his challenge in the January/February 2002 issue
of SIAM News:
Each October, a few new graduate students arrive in Oxford to begin research
for a doctorate in numerical analysis. In their first term, working in pairs, they
take an informal course1 called the “Problem Solving Squad.” Each week for
six weeks, I give them a problem, stated in a sentence or two, whose answer is
a single real number. Their mission is to compute that number to as many digits
of precision as they can.
Ten of these problems appear below. I would like to offer them as a challenge
to the SIAM community. Can you solve them?
I will give $100 to the individual or team that delivers to me the most accurate
set of numerical answers to these problems before May 20, 2002. With your
solutions, send in a few sentences or programs or plots so I can tell how you
got them. Scoring will be simple: You get a point for each correct digit, up to
ten for each problem, so the maximum score is 100 points.
Fine print? You are free to get ideas and advice from friends and literature far
and wide, but any team that enters the contest should have no more than half
a dozen core members. Contestants must assure me that they have received
no help from students at Oxford or anyone else who has already seen these
problems.
Hint: They’re hard! If anyone gets 50 digits in total, I will be impressed. The
ten magic numbers will be published in the July/August issue of SIAM News,
together with the names of winners and strong runners-up.
At the deadline, entries had been submitted by 94 teams from 25 countries. The
contestants came from throughout the world of pure and applied mathematics and included researchers at famous universities, high school teachers, and college students.
There were 20 teams with perfect scores of 100 (with five of them being single individuals, among them myself) [6, p. 2]. A donor, William Browning, founder and
president of Applied Mathematics, Inc., in Connecticut, stepped in and made it possible to give each team the promised $100. He explained his motivation in a letter to
Trefethen [6, p. 8]:
I agree with you regarding the satisfaction—and the importance—of actually
computing some numbers. I can’t tell you how often I see time and money
wasted because someone didn’t bother to “run the numbers.”
1 Trefethen got the idea for this type of course from Don Knuth at Stanford, who got it from Bob Floyd,

who got it from George Forsythe, who got it from George Pólya [6, p. 6].
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The Challenge Book Enthralled by the large variety of methods and mathematical
knowledge that had been used to solve the problems, ranging from pure to applied,
from classical to contemporary, from brute-force to sophisticated, four of the contestants, Dirk Laurie of Stellenbosch University, Stan Wagon of Macalester College,
Jörg Waldvogel of ETH Zurich, and myself, though having been completely unacquainted before, spontaneously decided to join in writing a book [6] about the problems of the contest, illuminating the manifold ways of solving them. Here is a quote
from the preface to that “Challenge Book” (as I will call it), explaining what made
the contest so noteworthy to us:
The problems were quite diverse, so while an expert in a particular field might
have little trouble with one or two of them, he or she would have to invest
a lot of time to learn enough about the other problems to solve them. Only
digits were required, neither proofs of existence and uniqueness of the solution,
convergence of the method, nor correctness of the result; nevertheless, a serious
team would want to put some effort into theoretical investigations. The impact
of modern software on these sorts of problems is immense, and it is very useful
to try all the major software tools on these problems so as to learn their strengths
and their limitations. It is extremely valuable to realize that numerical problems
often yield to a wide variety of methods.
This Paper Along the same lines of motivation as expressed in its preface, I will
present the new and noteworthy material that I have collected since the publication
of the Challenge Book. You will see several challenge-grade mathematical problems
and, on the stage performing these plays, the appearance of many heroes from the
history of mathematics. I will touch topics as diverse as divergent series, Ramanujan
summation, low-rank approximations of functions, hybrid numeric-symbolic computation, singular moduli, self-avoiding random walks, prime counting, and winding
numbers of planar Brownian motion.

2 A Philosophical Aside
Before, however, entering the discussion of actual mathematical problems, I will ponder some general, more philosophical questions.
Why Ten Digits? The measure of success as posed by Trefethen was computing ten
correct digits for each problem. As natural as this number “ten” might look at first
sight, it was not so historically when people had to decide about how many digits to
provide actually for, say, a logarithm table. Henry Briggs started his table of base ten
logarithms in 1615 by computing them to an amazing 14 decimal places, publishing
a torso in 1624 (tabulating the logarithm of the natural numbers from 1 to 20 000
and from 90 001 to 100 000); he was outstripped by Adriaan Vlacq who published a
complete table in 1628 by restricting himself, to speed things up, to just ten decimal
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places [26, p. 65]. Even though his table remained the major underlying source for
the next 300 years, logarithm tables using ten places were seldomly published2 or
used: five to seven places were the most common choices, e.g., Carl Friedrich Gauss
had chosen five for his 1812 tables of addition and subtraction logarithms (following
an idea of Zecchini Leonelli who had contemplated to construct such a table using
14 places) [19, p. 244]. As Carl Runge wrote in his 1924 text on Numerical Analysis
[41, p. 21]:
Die zehnstelligen Tafeln sind bereits recht unbequem zu benutzen und kommen
für praktische Rechnungen kaum in Frage. [Ten place tables are already rather
inconvenient and are out of the question for almost all practical purposes.]
Given that even today an accuracy of ten digits is only very scarcely needed in physics
or engineering, why then ask for ten digits but not just, say, for three? Is it to make
the problem artificially, unrealistically more difficult?
Trefethen himself gave a compelling answer to that question in his 2005
A.R. Mitchell Lecture where he introduced the notion of a “ten digit algorithm”, that
is, “a little gem of a program to compute something numerical” under the constraints
of “ten digits, five seconds, and just one page” [47]:
Of course, the three conditions are artificial. [ . . . ] Nevertheless, such constraints can guide our activities in fruitful ways. [ . . . ] Ten digits is very different from three in the type of thinking and algorithms it forces upon you. To
get ten digits of accuracy in five seconds of computing, you have to have really
“nailed” your problem, and in particular, to have worked around any singularities it may have. It’s a challenging and exciting type of computing.
Let me add that when using IEEE double precision hardware arithmetic, which
has close to 16 significant digits, computing to ten digit accuracy will leave you more
than enough spare digits for effectively controlling, having stable algorithms at hand,
all sorts of numerical errors.
How About Going Beyond Ten Digits? Though quite amplified, the same kind
of argument as for ten digit accuracy applies to computing a much larger number of
digits, say, 10 000: you need to have understood the algorithmic complexity of the
problem to a much deeper level since such a high accuracy can only be met with
certain classes of numerical algorithms (and software). This is why the Challenge
Book has an appendix on “Extreme Digit Hunting”, where nine of the ten problems
are calculated to 10 000 digit accuracy.3 Alas, the elusive case remains the following
contest problem [6, p. 76]:
2 The only other example known to me is the 1794 Thesaurus logarithmorum completus of Jurij Vega,

which was advertised as a carefully corrected edition of the Vlacq table. Though heavily criticized by
Gauss in 1851 [19, p. 259] for a lot of numbers being wrong in several units in the last place, it remained
popular for accurate calculations until after the dawn of the computer age.
3 Part of the motivation was that, tongue-in-cheek, Trefethen had asked when announcing the winners of

the contest: “If you add together our heroic numbers the result is τ = 1.497258836 . . . . I wonder if anyone
will ever compute the ten thousandth digit of this fundamental constant?”
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Problem 3 [“how far away is infinity”]
The infinite matrix A with entries a11 = 1, a12 = 12 , a21 = 13 , a13 = 14 , a22 = 15 ,
a31 = 16 , and so on, is a bounded operator on 2 . What is A?
The most efficient solution so far goes by applying the power method, evaluating the
matrix-vector products needed in each iteration step by transforming the infinite sum
to a contour integral first, and using a double-exponential quadrature formula next.
This way, in a month-long run back in 2004, Waldvogel obtained 273 digits. Today,
this could probably be tweaked to about 500 digits; but 10 000 digits would amount to
the equivalent of computing the dominant eigenvalue of a full matrix of a dimension
as large as 3 · 107 to that accuracy—which is beyond any imagination. Settling this
problem4 calls to seek out significant new algorithmic ideas, “to boldly go where no
man has gone before.”
Rounded or Truncated? Interestingly enough, when presenting his challenge, Trefethen had not specified a precise rule of whether the ten digits should be obtained
by rounding or truncating the decimal expansion of the true value. When asked about
his opinion on this choice, he answered [6, p. 5]:
What a mess of an issue—so empty of deep content and yet such a headache in
practice!5 [ . . . ] No, I have no opinion [ . . . ].
Unlike Gauss [19, p. 258], one of the most proficient calculators ever, who expressed
a clear opinion in his 1851 review of Vega’s 1794 Thesaurus logarithmorum completus:
Es gilt bekanntlich der Grundsatz, dass die Tabulargrösse dem wahren Werthe
allemal so nahe kommen soll, als bei der gewählten Anzahl von Decimalstellen
möglich ist, und es darf folglich die Abweichung niemals mehr als eine halbe
Einheit der letzten Decimale betragen. [The common principle requires that
the tabulated quantity should approximate the true value as closely as possible
within the chosen number of decimal places; hence, the deviation must never
exceed half a unit in last place.]
This is a rigorous mathematical description of rounded floating point numbers.
As a side remark I note that, outside the realm of tables, there is an easily understood notation for truncation, ζ (3) = 1.20205 69031 59594 . . . , yet none such for
rounding.6 If asked, I would suggest the notation ζ (3)  1.20205 69032.
Of course, there is always tablemaker’s dilemma lurking around the corner: correctly rounding to ten digits, or truncating to the same effect, might force you to
calculate with more digits than intended. For the contest problems this was not really
a problem, one or two guard digits have been sufficient.
4 I will cheerfully award 273€ (and Trefethen has offered to double the pot to 546€) to the first individual
or team that convinces me that they have succeeded in calculating these elusive 10 000 digits and, thus, the
ten thousandth digit of Trefethen’s constant τ .
5 The issue of rounding vs. truncation muddied the actual scoring of the contest: within a few days after

the initial posting of the results, the list of 100-point winners grew by two.
6 Note that, at face value, ζ (3) = 1.20205 69032 is simply wrong and ζ (3) = 1.20205 69032 . . . would be

rather misleading, even though the latter can be found frequently in the literature.
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How Many Digits Are Correct? This question is the deepest of all the questions
so far and ultimately about certainty—an ideal we must never lose sight of in any
corner of mathematics, the gold standard of which is proof. As Ludwig Wittgenstein
puts it most aptly in his draft On Certainty [56, §655]:
The mathematical proposition has, as it were officially, been given the stamp
of incontestability. I.e.: “Dispute about other things; this is immovable—it is a
hinge on which your dispute can turn.”
No argument, however, qualifying as proof of the correctness of the actual digits
was demanded in the contest, and no such was put forward by any of the winning
teams nor by Trefethen himself in his report. Few in the field of numerical computing
would have considered this to be an inappropriate omission until Joseph B. Keller
from Stanford University started a discussion by asking in an December 8, 2002
letter to the editor:
Recently, SIAM News published an interesting article by Nick Trefethen [ . . . ]
presenting the answers to a set of problems he had proposed previously [ . . . ].
The answers were computed digits, and the clever methods of computation
were described.
I found it surprising that no proof of the correctness of the answers was given.
Omitting such proofs is the accepted procedure in scientific computing. However, in a contest for calculating precise digits, one might have hoped for more.
The answers to his letter ranged from psychological, to sociological, to pragmatic:
– proofs of correctness of digits are rote and dull, demanding them would have killed
first the fun and then the contest;
– if different algorithms run in different programs on different computers in different
countries arrive at the same results, there should be no doubt;
– there are tools of the trade that help to increase confidence but generally fall short
of providing proofs.
While the first, fun argument applied certainly to the challenge as a contest, it
is not really answering Keller’s question about the degree of incontestability of the
correctness after the fact. If not spelling out the details, the second, majority argument
is downright precarious since there could have been a systematic misunderstanding
of the problem, some mathematical error shared by the contestants notwithstanding
their experience and successes otherwise.
Still, it is mathematically interesting to think about the prospects for proofs and
guaranteed accuracy in numerical computing. To be sure, there are quite a few techniques available such as verification methods, -inflation, and interval arithmetic, all
of which put heavy constraints on methods, algorithms, and software. This said, it
is clear that you can just expect computer-assisted proofs in the end; the Challenge
Book has them for six of the ten contest problems.
My personal view is a little different but resonates well with the third, tools-ofthe-trade argument. It is not because proofs of the correctness of digits are rote, dull,
uninspiring, inaccessible, time-consuming, or even too difficult that they are generally omitted in scientific computing. They would, more often than not, be absolutely
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pointless. To vary the famous saying of Richard Hamming that the purpose of computing is insight, not numbers: the mathematically interesting and challenging part
of computing—with all proofs necessary, of course—is about the invention of computationally feasible methods suited for the requested accuracy, not the digits of any
actually computed numbers. These digits, at least if computed to such a high level
of accuracy as in the contest, are nothing but a token of success, making it particularly easy for a possessor of such a method to check that someone else has also
invented one. Thus, the digits are just a means, not the objective. I tend to think that
this implicit disregard of actual numbers is also the deeper reason why most people
in scientific computing and numerical analysis publish algorithms, not numbers—
the assessment of the accuracy of concrete application runs is then being left to the
discretion of the valued user.7
Yet, Trefethen’s contest teaches you an important lesson: if you really have to run
the numbers, if you have to provide correct digits (e.g., when compiling tables), you
should be serious and take pride in giving them some “stamp of incontestability”—
which requires, and generates, a lot of rewarding and deep mathematics in itself.
Publishing an incorrect digit, proclaimed as correct, is not just a typo, it is an embarrassment as upsetting as a false proof.8

3 New Tales on a Highly-Oscillatory Integral
Barry Cipra promoted the 100-Digit Challenge in the February 22, 2002 issue of
Science, going as far as teasing his readers by the following note:
Many people think that to solve a mathematical problem you can just “throw it
at the computer.” Most researchers don’t pay much attention to the algorithms
computers actually use. But numerical analysts are paid to worry about such
things—because seemingly simple problems can require mountains of algorithmic ingenuity. To prove it, Nick Trefethen, a numerical analyst at Oxford
University, has thrown down the computational equivalent of a gauntlet, offering $100 for the most accurate answers to a set of 10 mathematical problems.
[ . . . ] [Some of them] look like exercises you might find on a calculus exam—
proctored by the Marquis de Sade. The questions are particularly challenging
because the seemingly straightforward solution yields the wrong answer.
The following problem is one of those “sadistically proctored” calculus exercises he
might have had in mind:
7 In the scientific computing literature numerical experiments, often documented in form of plots, are

mostly meant to be illustrations of some facts about the algorithm itself. On the other hand, more often
than not, the user displays the results of an application run in form of plots of limited and undocumented
accuracy, too.
8 At the turn of the 19th century it was common to announce awards for finding errors in a mathematical

table. For instance, Vega’s 1794 Thesaurus logarithmorum completus offered a ducat for each error, which
is more than $100 worth in today’s money. In his 1851 review [19, p. 260], estimating that probably more
than 5 670 errors are to be found in the log-trigonometric values, Gauss dryly remarked that, if such an
award had still applied, it would had been cheaper to commission able people with a complete recalculation
of the table.
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Problem 1 [“a twisted tail”]
What is the (improper) integral

S=

1



x −1 cos x −1 log x dx?

0

It is hard to believe that there is still something interesting to be said about this
problem, but I will report on two new aspects, namely that there is a general purpose
method available now in one of the widely used CAS packages and that there are a
couple of new, Ramanujan-like twists.
3.1 Becoming an Online-Help Example in Mathematica
A general strategy to numerically approach such highly oscillatory integrals is due
to Ivor M. Longman [32]: turn it into an alternating series by breaking the integral
at the zeros of the integrand first, and sum this (typically very slowly converging)
infinite series by convergence acceleration. In the Challenge Book you will find this
approach with using Lambert’s W function9 to calculate the zeros and with the iterative Aitken’s 2 -method for acceleration, thus transforming the first 17 terms of the
alternating series into the value
S = 0.32336 74316 77778 . . . .
In 2008, Walter Gautschi [20], using “only tools of standard numerical analysis”,
deployed Longman’s method with calculating the zeros by Newton’s method and
accelerating convergence by Wynn’s epsilon algorithm.
Interestingly enough, since version 6.0 in 2007, Mathematica also applies Longman’s method with the epsilon algorithm for acceleration but using symbolic tools
(i.e., Lambert’s W function for the problem at hand) for the zeros. All this is completely hidden from the user, who is just required to enter the following command:

In fact, this is exactly the way Problem 1 serves as one of the explicit examples
shipping with the online help of Mathematica’s NIntegrate command.
Yet, here you see the precarious state of affairs after using such a call sequence:
how many digits are correct? An unwary user would simply not know. The documentation tells you that the “precision goal is related to machine precision.” Well, such a
claim would let you expect something close to 16 correct digits, but just about half of
that is actually true—sort of a “relation”, for sure. At least, one should be advised to
9 One of the lesser known special functions, defined by the equation x = W (x)eW (x) [14].
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play with some of the parameters that can be passed to the NIntegrate command.
In fact, one can try forcing 14 correct digits as in the following call sequence:

This does the required job, indeed. And requesting 15 digits, instead, fires an error
message that Mathematica cannot improve beyond an error of 2.5 · 10−15 . Does this
restore your trust? Would you have entered the contest with such a result? What
would be the “stamp of incontestability”? And why is the disclosure of error estimates
reserved exclusively for the case of failure?
3.2 New Twists on the Divergent Series Representation
In his 2005 review [45] of the Challenge Book in Science, Gilbert Strang of the
Massachusetts Institute of Technology sketched a nice cartoon of Problem 1:
Most mathematicians give up quickly on such difficult integrals. (We say we
have outgrown them, but the truth is more embarrassing.) Integrals are often
simplified by changing variables: Substituting t for − log x gives an integral
of cos(tet ). Then integration by parts (unforgettable to all readers) eventually
produces a very unpromising series that will never converge: 21 − 43 + 65 −
87 + · · · .
Thus, formally, the problem is solved by a series of stunning simplicity, but also a
violently divergent one:10
S=

∞


(−1)n−1 (2n)2n−1 .

(1)

n=1

As a matter of course, something after all can be done about such beasts; they are
deeply related to analytic continuation, asymptotic expansions, and renormalization.
In any case, it is worthwhile to try getting digits from (1).
10 There is a derivation of the divergent series (1) that provides much more context than the repeated

integration by parts alluded to by Strang. Substituting t for − log x gives
S=

 ∞

 
cos tet dt

0

and, therefore, (1) is obtained by formally setting z = i, and taking real parts, in the following asymptotic
expansion, which can be obtained by Laplace’s method [36, p. 125]:
 ∞
0

t

e−zte dt ∼

∞

(−1)n−1 nn−1
,
zn

n=1

as z → ∞ in a closed sector of the half plane | arg z| < π/2. This way, the relation to analytic continuation
becomes clearly visible.
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In the Challenge Book [6, §1.7], Laurie summed (1) by complex analytic tools.
First, residue calculus yields

∞

f (z)
i
(−1)n−1 f (n) =
dz
2 Γ sin(πz)

(2)

n=1

subject to the following type of conditions, see [31, pp. 52–53]:
– the contour Γ separates the complex plane into two regions with the positive integers to the left, and all the other integers to the right;
– f is analytic to the left of Γ and decays suitably as z → ∞.
Next, formally applying this result to (1), that is, to f (z) = (2z)2z−1 , with a suitable
parametrized contour (Laurie took a catenary opened to the negative real axis), results
in a rapidly convergent integral. Finally, the exponentially convergent trapezoidal rule
[49], suitably truncated, gives 14 digits of S. As suggestive as this is, a proof of
validity would require you to transform this contour integral into Trefethen’s original
one, without any detour into divergence.
At present, I would advocate a simpler, and even more efficient, variant of this
approach which results in a 1905 formula of Ernst Lindelöf [31, p. 66]: with Γ the
downwards pointing line Re z = 1/2, there holds
 1

∞

1 ∞ f ( 12 + iy)
i 2 −i∞ f (z)
n−1
dz =
dy,
(−1) f (n) =
2 12 +i∞ sin(πz)
2 −∞ cosh(πy)

(3)

n=1

subject to the same type of conditions on f as above. The numerical evaluation of
this integral, using the truncated trapezoidal rule, can be accelerated even further by
a sinh-mapping (“double exponential quadrature”), cf. [49, §14],

∞

1 ∞ f ( 12 + i sinh(t)) cosh(t)
dt.
(−1)n−1 f (n) =
2 −∞
cosh(π sinh(t))
n=1

Now, by a bold application to (1), that is, to the function f (z) = (2z)2z−1 , and by
using symmetries, the Matlab code
f =
T =
for
h
S

@(z) (2*z).^(2*z-1);
3;
N = 12:12:48
= T/N; t = h:h:T;
= h*f(1/2)/2+h
*sum(real(f(1/2+1i*sinh(t)))./cosh(pi*sinh(t)).*cosh(t));
disp([N+1 S])
end

gives the following numbers (with the non-stationary digits being grayed out):
# nodes

S

13
25
37
49

0.3233 9 33963 21112
0.32336 74317 78828
0.32336 74316 77779
0.32336 74316 77779
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The speed of convergence is so fast that stationary digits can be considered safely as
“converged”. The last value is correct to all 15 digits,
S  0.32336 74316 77779.
You are invited to apply this code to your favorite alternating (divergent) series.
Enter Ramanujan A while ago, I was reminded of the infinite series (1) when I
stumbled across the following passage in Srinivasa Ramanujan’s first letter to Godfrey H. Hardy from January 16, 1913 [4, pp. 29–30]:
XI. I have got theorems on divergent series, theorems to calculate the convergent values corresponding to the divergent series, viz.
1
1 − 2 + 3 − 4 + ··· = ,
4
1 − 1! + 2! − 3! + · · · = 0.596 . . . ,
1
,
12
1
.
13 + 2 3 + 33 + 43 + · · · =
120
1 + 2 + 3 + 4 + ··· = −

Theorems to calculate such values for any given series (say 1 − 11 + 22 − 33 +
44 − 55 + · · · ), and the meaning of such values.
I have also dealt with such questions ‘When to use, where to use, and how to
use such values, where do they fail and where do they not?’
The similarity of his fifth series (in parentheses) with (1) is striking and so I immediately started asking myself what his method might have produced.
Watson’s Reconstruction In a 1928 paper [52], George N. Watson argued that
the second and fifth example in the quoted passage indicated that “Ramanujan had
discovered Borel’s method of summability, so that he had advanced definitely beyond
the obvious procedure of summing divergent series by Abel’s method.” That is to say
that Abel’s method is not applicable to series with such rapidly growing terms. By
applying Borel summation, Watson obtained the following numerical value of the
sum of the fifth divergent series: 11

1 − 11 + 22 − 33 + 44 − 55 + · · · =
1

∞

dx
= 0.70416 996 . . . .
xx

(4)

11 Quite heroically back in 1928, Watson took pride in correct digits: “In default of any less laborious

method, I computed this integral by the Euler–Maclaurin sum-formula.”
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Let me recall the mechanics of Borel summation.12 If the series ∞
n=0 an converges, it is easy to see that the exponential generating function of its terms,
A(x) =

∞

an
n=0

constitutes an entire function such that

∞

an =

∞

n!

xn,

A(x)e−x dx.

0

n=0

Now, whenever A(x) defines, by analytic continuation, a function
on the positive

real axis such that this integral converges, a divergent series ∞
a
n=0 n is called Borel
summable to the integral value.
For instance, the second series of Ramanujan’s letter immediately sums this way
to a value already known to Euler,
 ∞ −x
e
dx = 0.59634 73623 23194 . . . ,
1 − 1! + 2! − 3! + · · · =
1
+x
0
where, indicated by the weight e−x , I would suggest computing this integral by
Gauss–Laguerre quadrature.
To return to the divergent series (1), by recalling the power series expansion of the
principal branch of the Lambert W function [14, Eq. (3.1)]
W (x) =

∞

(−1)n−1 nn−1

n!

n=1



|x| < e−1 ,

xn

the application of Borel summation yields the explicit expression
A(x) =

∞

(−1)n−1 (2n)2n−1
n=1

(2n)!

x 2n =


1
W (ix) + W (−ix)
2



|x| < 1/e ,

where the principal branch of W is known to continue analytically to the complex
plane except for a branch cut along the real axis from −∞ to −1/e, see [14, p. 347].
Hence, I get the value in form of the Laplace integral13
 ∞
S=
Re W (ix)e−x dx.
(5)
0
12 Far from being a late 19th century curiosity, Borel summation is the point of entry to some powerful

tools such as transseries, multisummability, and resurgence, see [15] and [39].
13 In this vein, I get the value of Ramanujan’s fifth series as the Laplace integral

1 − 11 + 22 − 33 + 44 − 55 + · · · =

 ∞
0

e−x
dx,
1 + W (x)

which is easily transformed into Watson’s integral (4) by the substitution t = x/W (x).
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It is an amusing exercise to transform this integral back into Trefethen’s original one:
partial integration, followed by complex integration over a quarter circle in the limit
of infinite radius,14 turns the Laplace integral into a Fourier integral,


∞

W (ix)e

−x


dx =

0

∞





W (t)e dt =
it

0

1

e−i log(x)/x

0

dx
,
x

where the last transformation is effected by the substitution x = W (t)/t.
Numerically, the Laplace integral (5) can be evaluated by Gauss–Laguerre quadrature [22]. If you have Matlab with its symbolic toolbox and Chebfun15 at hand, the
straightforward code
for N = [48,96,192,384]
[x,w] = lagpts(N);
S = w*real(lambertw(1i*x));
disp([N S]);
end

gives the following numbers (with the non-stationary digits being grayed out):
# nodes
48
96
192
384

S
0.32336 74753 42010
0.32336 74306 19272
0.32336 74316 77453
0.32336 74316 77793

Even though the speed of convergence falls short of being exponential (caused by
the logarithmic growth of the Lambert W function), the theory of Gauss–Laguerre
quadrature teaches that it should be sufficiently fast to justify considering stationary
digits as “converged”. Now, with exclusively this data at hand, I would rather have
submitted the following 11 digits
S  0.32336 74316 8.
Ramanujan’s Notebook However, Watson’s reconstruction is probably not what
Ramanujan actually did. In fact, Ramanujan sketched his theory of divergent series
in Chapter VI of his second notebook [38].16 It is based, as it is implicitly in much
14 For this limit to hold, I have used the uniform bound |zW  (z)| ≤ 1 for Re z ≥ 0, which easily follows

from the Stieltjes integral representation [27, Eq. (8)]

dτ
1 π
W  (z) =
π 0 z + τ csc(τ )e−τ cot τ




| arg z| < π .

15 For download at www.chebfun.org.
16 The edition history of Ramanujan’s notebooks is quite convoluted, see [2, p. 5]. A lack of funds pre-

vented the notebooks from being published with the Collected papers in 1927. At this time, the originals
were kept at the University of Madras, while Hardy was in the possession of handwritten copies. Watson
and Bertram M. Wilson agreed in 1929 (just a year after Watson’s paper [52] on Ramanujan’s divergent
series was written) to edit the notebooks, but Wilson died young in 1935 and Watson’s interest waned in
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of Euler’s work on divergent series, on the Euler–Maclaurin formula; i.e., in modern
parlance, on the asymptotic expansion17
n




n

f (k) ∼

∞

f (x) dx + ca +

a

k=1

f (n)  B2k (2k−1)
+
f
(n)
2
(2k)!

(n → ∞),

k=1

subject to certain decay conditions on the higher derivatives
of f .

Ramanujan called ca the constant of the series ∞
k=1 f (k) and wrote: “We can
substitute this constant which is like the centre of gravity of a body instead of its
divergent infinite series.” Such a definition is somewhat akin to renormalization in
quantum electrodynamics and quantum field theory, see, e.g., [28, §2.15.6] and [42,
§3.1.3] for the actual use of the Euler–Maclaurin formula in those fields of theoretical
physics.
Of course, as is clear from the notation, ca depends on the value chosen for the
parameter a. Yet, as noted by Hardy, who called ca the Euler–Maclaurin constant
of f in his 1949 book on divergent series [24, p. 327]:18 “We shall, however, find
that there is usually one value of a which is natural to choose in any special case.”
Ramanujan’s choice was a = 0; this way he got, e.g.,
1m + 2m + 3m + 4m + · · · = ζ (−m)

(m ∈ N),

which is consistent with analytic continuation of the Dirichlet series for the Riemann
zeta function.
Numerically, the value of ca can be approximated from the observation that the
formal series representation19
ca =

n



f (k) −

k=1

a

n

∞

f (n)  B2k (2k−1)
−
f
f (x) dx −
(n)
2
(2k)!

(n ∈ N)

(6)

k=1

is semi-convergent if, eventually, the higher derivatives of f are of fixed sign [24,
p. 328]: that is, the truncation error does not, eventually, exceed the last term retained in the series. If f decays, a masterful combination of the choice of n and
of the truncation index of this series leads generally to numerical values of ca of
the late 1930’s. In 1957, the Tata Institute published a photostat edition of the notebooks in two volumes.
Bruce Berndt started his monumental five volume edition and commentary in the 1980’s, the first volume
appeared in 1985, the last one in 1998. The five volume edition and commentary of Ramanujan’s Lost
Notebook, by George E. Andrews and Berndt, is still work in progress, the first volume appeared in 2005,
the fourth one in 2013.
17 I use the current definition of the Bernoulli numbers B , namely
k
∞

 Bn
x
=
xn
ex − 1
n!




|x| < 2π .

n=0

18 For more on that issue, and the recent work of Bernard Candelpergher and Éric Delabaere on Ramanu-

jan’s method, see [12].
19 If f is holomorphic, and O(|z|s ), where s > 0, in the half plane Re z ≥ δ, where δ < 1, then Hardy [24,

Thm. 246] proved that the Borel sum of this Euler–Maclaurin series has the value ca .
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high precision, with explicit error bounds for free. Back in 1736, Euler calculated the
Euler–Mascheroni constant γ to 16 digits this way [25, p. 89].
Let me try Ramanujan’s method of constants at the second divergent series in his
letter, that is, 1 − 1! + 2! − 3! + · · · . In his theory, alternating series are best dealt with
in the form
∞
∞
∞



(−1)k−1 f (k) = 2
f (2k − 1) −
f (k),
(7)
k=1

k=1

k=1

where the difference of the constants of the two series on the left is easily seen to be
independent of the parameter a.
Now, with the choices a = 1, n = 3, and a truncation of the Euler–Maclaurin series
in (6) at the indices 11 and 12, I get the value
1! + 2! + 3! + 4! + · · · = 0.46544 11925 9 . . . ,
which looks promising. The growth, however, of (2k − 1)! is so fast that, with the
choices a = 1, n = 2, and a truncation of the Euler–Maclaurin series at 11 and 12,
the best value for the other series is just good to four digits, namely
1! + 3! + 5! + 7! + · · ·  0.4345.
This way I obtain, as Ramanujan did in his letter,20
1 − 1! + 2! − 3! + 4! − 5! + · · · = 0.596 . . . .
As for the fifth series in his letter, the growth of the terms is even faster and the best I
can get is just about a single digit, 1 − 11 + 22 − 33 + 44 − 55 + · · ·  0.7. This very
limited accuracy is probably the reason why Ramanujan shied away from stating a
numerical value at all. Alas, in the case of my point of departure, in the case of the
divergent series (1), the growth of the terms is already too fast to arrive at even a
single digit.
Defeat admitted? Not yet, since there is just another turn.
Hardy’s Turn In his book [24, §13.13], Hardy gives several “other formulae” for
the Euler–Maclaurin constant ca . For my purposes, the most interesting one is obtained by the following formal manipulations of (6): first, inserting
 ∞ 2k−1
y
B2k
k−1
= 2(−1)
dy,
2πy − 1
2k
e
0
next, changing the order of summation and integration, and finally, using the power
series expansion
∞

(−1)k−1 y 2k−1
k=1

(2k − 1)!

f (2k−1) (n) =

f (n + iy) − f (n − iy)
.
2i

20 I am quite sure that Ramanujan would have supplied more digits if his method had enabled him to do so:

in his notebook he gives a table of the values of ζ (k), for k = 2, . . . , 10, with a precision of eleven digits,
all calculated, of course, by the Euler–Maclaurin formula.
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Thus, with a = 1 and n = 1, Hardy arrives at the Abel–Plana sum formula,21
 ∞
f (1 + iy) − f (1 − iy)
1
dy,
c1 = f (1) + i
2
e2πy − 1
0
which can be justified by residue calculus, subject to certain growth conditions on f
in the complex plane [31, Eq. (IV), p. 61]. Applied to (7), it yields an 1823 formula
of Abel, see [31, Eq. (XII), p. 67],
∞

k=1

i
1
(−1)k−1 f (k) = f (1) +
2
2



∞
0

f (1 + iy) − f (1 − iy)
dy.
sinh(πy)

Yet, this is nothing but another variation on the theme of formula (2): here, the contour
Γ is the downwards pointing line Re z = 1, with an infinitesimal half-circle indentation sparing z = 1 from the left. Numerically, however, because of the removable
singularity at y = 0, this formula is much less attractive than the one by Lindelöf,
Eq. (3).
So yes, I am defeated: the study of Ramanujan’s theory guided me finally to exactly the point where I had started. The trip, however, was fun and I have learnt an
awful lot of interesting mathematics along its way.

4 A Problem of Global Optimization Made Easy
The most straightforward problem of Trefethen’s contest, for which the largest number of teams scored ten points [6, p. 15], was about global optimization. Since mathematical software tools have recently made significant progress on that sort of optimization problems, let me have a fresh look at their strengths and their limitations.
Problem 4 [“think globally, act locally”]
What is the global minimum of


f (x, y) = esin(50x) + sin 60ey


+ sin(70 sin x) + sin sin(80y)


− sin 10(x + y)


+ x 2 + y 2 /4?
Hello Mathematica! Though not at the time of the contest, yet shortly afterwards
from version 5.0 in 2003 on, Mathematica has become able to solve this problem, in
about a second of computing time, right out-of-the-box:22
21 In [11], you will find that the summation formulas of Euler–Maclaurin, of Abel–Plana, and of Poisson

are all equivalent, in the sense that each is a corollary of any of the others.
22 Because of the quadratic term it is easy to see that the minimum is taken in the unit circle. There are

2720 critical points of f inside the square [−1, 1] × [−1, 1], see [6, §4.4].

The SIAM 100-Digit Challenge: A Decade Later

103

The method DifferentialEvolution, used successfully here, belongs to the
class of randomized evolutionary search algorithms that are discussed by Wagon in
the Challenge Book [6, §4.4]. A larger number of SearchPoints increases the
probability of actually finding the global minimum (that is, of not getting trapped in
a local one).
Here, the solution is accurate to close to machine precision; all digits but the
last are correct. Unfortunately, after all, Mathematica does not provide an error
estimate—although, at least for the solution considered as a highly promising local
minimum, it could have done so in some sort of expert mode.
Hello Chebfun! In 2004, Trefethen initiated a major research project (and a
Matlab-based software development) on computing numerically with functions instead of numbers [48]: algebraic operations, quadrature, differentiation, and rootfinding can be done numerically, yet with a symbolic look and feel. The first version,
dealing with one-dimensional functions on an interval, was created with Zachary
Battles [1]; an extension to two-dimensional functions defined on a rectangle was
created with Alex Townsend in 2013 [46]. Because of its reliance on the interpolation of functions in Chebyshev points, and on the expansion into Chebyshev series to
the same end, it is dubbed Chebfun.23
Since global optimization has always been one of the prominent applications of
Chebfun, I will explain briefly the methods behind it.
The fundamental idea is to represent a function f : [a, b] → R by an accurate
polynomial approximation, stored and manipulated as an expansion in terms of the
Chebyshev polynomials Tj (transformed to [a, b]), chopped at degree n:
f (x) ≈

n


aj Tj (x).

(8)

j =0

Such an approximation is obtained either directly by interpolation, or indirectly by
a spectral collocation method, both with respect to a grid {x0 , . . . , xn } of Chebyshev
points. In the course of computation, the degree n is chosen adaptively—rendering
the representation (8), at least ideally, accurate to machine precision while being as
“short” as possible. The linear transformation

n
{aj }nj=0 ↔ f (xj ) j =0
between the coefficients aj of the representation (8) of f in terms of Chebyshev
polynomials and the values of f on a grid of Chebyshev points xj is carried out,
most effectively, using the fast Fourier transform. Point evaluations of (8) are based,
23 Chebfun has grown to considerable sophistication with quite a number of contributors, the most recent

version 5.3 can be downloaded at www.chebfun.org.
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numerically stable, on the three-term recurrence formula of the Chebyshev polynomials Tj (Clenshaw’s generalization of Horner’s method).
This technology of dealing with one-dimensional functions is lifted to two dimensions by means of a near-optimal low rank approximation,
f (x, y) ≈

r


cj (y)rj (x),

j =1

computed by Gaussian elimination with complete pivoting [46, p. C498]. Here, the
index r is the rank of the approximation, the functions cj (y) and rj (x) are called
columns and rows.
Now, by evaluating the columns at a common set of points yi (i = 0, . . . , m),
efficiently taken as the finest set of Chebyshev points necessary to represent each of
these functions, and likewise evaluating the rows at xj (j = 0, . . . , n), these values
can be represented in form of the m × r and n × r-matrices




C = ck (yi ) i,k ,
R = rk (xj ) j,k .
Hence, the values of f on the grid {(xj , yi )} are approximated by a simple matrix
product, namely
f (xj , yi ) ≈ Fij ,

F = C · RT .

Such an approach results in a significant complexity reduction if the rank r is comparatively small and the evaluation of f is more expensive than just a couple of
arithmetic operations: instead of mn function evaluations, just as few as (m + n)r of
them are needed (additionally, a rather fast matrix product).
Ultimately, Townsend and Trefethen [46, §5.2] base their method of global optimization on a grid search: they take the point (x∗ , y∗ ) at which the discrete minimum
of the values {Fij } is attained as the initial guess in a trust-region method24 whose
iterates are constrained to the domain of f . Then, because of the highly accurate representation of f , it is reasonable to expect (but not yet proven in general) that a local
optimization method will converge quickly to the global minimum.
For Trefethen’s Problem 4, an application of the trigonometric addition theorem,
that is, of


sin 10(x + y) = sin(10x) cos(10y) + cos(10x) sin(10y),
shows that the underlying f is actually a rank-4-function. Thus, along the lines of
my explanation, the global minimization can be coded as follows:
c = chebfun(@(y) [ones(size(y)),
sin(60*exp(y))+sin(sin(80*y))+y.^2/4, ...
cos(10*y), sin(10*y)]);
r = chebfun(@(x) [exp(sin(50*x))+sin(70*sin(x))+x.^2/4,
ones(size(x)), ... -sin(10*x), -cos(10*x)]);
f = @(x) c(x(2))*r(x(1))’;
24 Employing the command fmincon of Matlab’s optimization toolbox.
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F = c.values*r.values’;
[Fmin,ind] = min(F(:)); [i,j] = ind2sub(size(F),ind);
x_guess = [r.points(j); c.points(i)];
[xmin,fmin] = fmincon(f,x_guess,[1 0;-1 0;0 1;0 -1],[1;1;1;1])

Actually, the columns are represented on m = 1052 Chebyshev points, the rows on
n = 664. Thus, instead of 698 528 f -evaluations, the grid values are calculated from
just 6 864 function evaluations followed by a matrix product, a speed-up by a factor of order 100. This code, which runs about six times faster than Mathematica’s
differential evolution, generates the following output:
xmin =
-0.0244030721152007
0.210612419633891
fmin =
-3.30686864747479

Preceded, of course, by a numerical rank-4-decomposition, all this is, more or
less, what Chebfun does when a user asks it to solve Problem 4 by simply typing
the following command, cf. [46, p. C512]:
f = chebfun2(@(x,y) exp(sin(50*x)) + sin(60*exp(y))
+ sin(70*sin(x)) ... + sin(sin(80*y))
- sin(10*(x+y)) + (x.^2+y.^2)/4);
fmin = min2(f)

The result, fmin = -3.30686864747479, agrees completely with my step-bystep reconstruction given above.25
Once more, you are faced with the precarious state of such a “user friendly” approach: after all, how many digits are correct? Sure, it is impressive how easy it is to
get an accurate answer from the chebfun system; yet it is extremely difficult, if not
impossible without further ado, to judge, or to estimate to the same effect, that you
have actually obtained 12 correct digits.
This will become my ceterum censeo, to be repeated over and over again: numerical software should come with rough error estimates of sorts. (There is a lot of
valuable information available to the adaptive controls, at least implicitly, that is not
conveyed to the user yet.)

5 A Rational Solution Revisited
Linear systems with rational data have rational solutions. Hence, at least in theory,
the following problem of Trefethen’s contest was the natural candidate for an exact
result, not just a numerical approximation.
25 You are invited to solve the three-dimensional problem in [6, §4.7] along these lines.
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Problem 7
[“too large to be easy, too small to be hard”]
Let A be the 20 000 × 20 000 matrix whose
entries are zero everywhere except for the
primes 2, 3, 5, . . . , 224 737 along the main
diagonal and the number 1 in all the positions aij with |i −j | = 1, 2, 4, 8, . . . , 16 384.
What is the (1, 1)-entry of A−1 ?
This problem amounts to solving the linear system Ax = e1 for the first solution
component x1 . Let me recall some of the facts that were established (with proof!) in
the Challenge Book [6]:
– A is symmetric positive definite, in fact with a spectral bound λmin (A) ≥ 1;
– therefore, the error of an approximate solution x̂ of the linear system Ax = b is
bound by its residual r = b − Ax̂,
|x̂1 − x1 | ≤ x̂ − x2 ≤ r2 ;
– the condition number of A is κ(A)  2.0 · 105 .
The Numerical Solution Revisited Because of the size of the condition number κ(A), any numerical solution is inevitably bound to lose about five significant
digits. Thus, using hardware arithmetic with about 16 digits precision, a request of
ten digit accuracy is, as a matter of principle, close to the edge of what is possible.
To my knowledge, the simplest and fastest numerical method for Problem 7 is the
preconditioned Richardson iteration,26


x (0) = 0,
x (k+1) = x (k) + M b − Ax (k) (k = 0, 1, 2, . . .),
(9)
with a preconditioner M ≈ A−1 that is obtained as follows. The matrix A is, quite
obviously, item A20 000 of a matrix family {An } that can be partioned as
An =

Am Bm,n
T
Bm,n
Cm,n

(m < n).

−1 as the preconditioner, with m = 129 and n = 20 000,
Now, I take M = Pm,n

Pm,n =

0
Am
,
T
Bm,n Dm,n

Dm,n = diag(Cm,n ).

These particular choices result in a spectral radius ρ(I − MA)  1.21 · 10−2 such that
just 6 iterations suffice to guarantee a relative error of 10−11 and, hence, to guarantee
26 I discussed this in the 2006 German edition [7, §7.3] of the Challenge Book. The 2004 English original
confined itself to the diagonally preconditioned CG method.
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a solution x1 of ten digit accuracy; the run time on my current laptop is just a few
milliseconds.
The First Exact Solution Ultimately, x1 is a rational number, so why not compute it exactly? To illustrate the capabilities of their software, this task was taken
on, at about the time of the contest, by three people of the LinBox27 development
team: Jean-Guillaume Dumas, William Turner, and Zhendong Wan. Fortunately, the
dimension n = 20 000 chosen by Trefethen turned out to be just right, challenging
but feasible:
This problem is just on the edge of feasibility on current machines. A problem
of size a small multiple of this would not be solvable due to time and/or memory
resource limitations [17, p. 2].
They applied two different methods to Problem 7:
– By Cramer’s rule, x1 is the ratio of two integer determinants. These determinants
are calculated by Wiedmann’s randomized algorithm [55] for modular determinants with respect to the 10 784 smallest 31-bit primes, ranging from 1 073 741 827
to 1 073 967 703, followed by Chinese remaindering. This approach is “embarrassingly parallel”, the run time was, back then in 2002, about four days on a cluster
with 182 processors.
– The linear system is solved by Dixon’s p-adic iteration [16], an iterative refinement
with a rescaling by Hensel-lifting of sorts, followed by a rational reconstruction.
The choice of p as the largest 50-bit prime, namely
p = 1 125 899 906 842 597,
determines the solution in about 12.5 days on a single processor.
The gory details of both methods, and the rationale behind the choices of primes,
are explained in the Challenge Book [6, §7.5]. As they should, the solutions of both
methods agree, resulting in the following incontestable result:28
97339

x1 =

31016 40749 12141 24769 78542 · · ·  33122 89187 41798 36123 57075
digits

97339

42776 62910 61363 83746 48603 · · ·  81428 29807 01300 60129 35182

.

digits

A Super-fast Hybrid Method Given that all this effort had been necessary to solve
the problem exactly, it came as a major surprise when, on June 26, 2004, I received
the following email of LinBox’s team member Zhendong Wang:
I have a new fast exact solution to Problem 7 [ . . . ] With the new algorithm the
exact result has now been computed on one processor in 25 minutes on a PC
[ . . . ] It is a numeric/symbolic combination which works by a careful successive
refinement.
27 www.linalg.org.
28 See www.numerikstreifzug.de for the 97 389-digits numerator and denominator.
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His paper [51], finished about half a year later, described the intricate nuts and bolts
of making the exact solution incontestable for general matrices; it took more than
a year to be published. For Problem 7, it was my privilege to be allowed to explain
the simpler particulars in the German edition [7, §7.5] of the Challenge book first.
Clearly inspired by Dixon’s p-adic algorithm, replacing p-adic approximations by
numerical ones, Wan’s method consists of two steps, which I describe now in reverse
order.
The second, rational reconstruction step is an effective version of Legendre’s classic. Suppose, you have an approximation ξ ∈ R of a yet to be found rational number
r = a/b and a bound H ≥ |b| of its denominator such that
a
1
−ξ <
,
b
2H 2

(10)

then you can effectively reconstruct r from the data ξ and H by selecting a proper
convergent of the continued fraction expansion of ξ . Now, by Cramer’s rule and
Hadamard’s inequality (which bounds the determinant of a symmetric positive definite matrix by the product of its diagonal elements) you have
0 < b ≤ det A ≤ H = p1 · · · p20 000  8.821 · 1097 388 ,
where pj denotes the j -th prime. To guarantee the required accuracy (10), you need
to calculate an approximation ξ that is accurate to d = 194 779 digits.29
Wan’s brilliant idea, however, was the first step, the efficient calculation of ξ to
this astronomically high accuracy, all done in hardware arithmetic only. The value
of ξ is calculated ten digits a piece, using rescaled iterative refinement; started with
r0 = b, for k = 1, . . . , K:
solve Axk = rk−1 numerically to ten digit accuracy
ξk = α · xk 
rk = α · rk−1 − Aξk
The rescaling by the factor α = 230 ≈ 109 pushes about nine of the accurate ten digits
of the correction xk in front of the decimal point; the integer part is then cut out and
stored in ξk . This way, the approximation ξ of the solution x of Ax = b is represented
as the list ξ1 , . . . , ξK , an expansion to base α of sorts, and it is reconstructed by the
expression
ξ=

K


α −k ξk .

k=1
29 Here I have used |x | < 1, which is already known from the ten-digit numerical values.
1
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Now, there is proof [7, §7.5] that the integer vectors rk and ξk can all be represented
exactly in hardware arithmetic and that precisely K = 21 569 steps of this iteration
suffice to guarantee, finally, the required accuracy of ξ .30
On my current laptop, using the preconditioned Richardson iteration (9) for the
refinement steps, the calculation of ξ1 , . . . , ξk runs in about two minutes and the reconstruction of the rational solution x1 in just a few seconds.31 Aside: if, instead of
solving the problem exactly, you were just interested in a solution that is accurate to
10 000 digits, you would get it in about eight seconds.

6 A Most Singular Solution
Surely, the richest of Trefethen’s problems was about Brownian motion:
Problem 10 [“hitting the ends”]
A particle at the center of a 10 × 1 rectangle undergoes Brownian motion till it
hits the boundary. What is the probability p that it hits at one of the ends rather
than at one of the sides?

While this problem was actually attempted by the smallest number of teams [6, p. 15],
in the Challenge Book I collected half a dozen different methods of solving it, ranging
from Monte-Carlo simulation to the origins of class field theory [6, Chap. 10]. Completely unexpectedly, this problem can even be solved exactly, by a pocket-calculatorready-expression.
To cut a long story short, I obtained that exact solution as follows. Using the conformal invariance and the isotropy of Brownian motion, a conformal transplantation
of the rectangle back to a circle gives straightforwardly p = φ/π . Here, φ denotes
the angle covered by the pre-image of one of the ends (see Fig. 1). The Schwarz–
Christoffel map that realizes the transplantation can be expressed in terms of an elliptic integral, so that for rectangles having aspect ratio ρ (that is, length of sides divided
by length of ends) there are the following relations with the Weierstrassian ratio τ of
periods and the corresponding elliptic modulus k:
τ = iρ,

k = sin(φ/2).

Abel discovered that certain values of k, called singular moduli, led to elliptic integrals that could be algebraically transformed into complex multiples of themselves;
this phenomenon came to be called complex
multiplication. The singular moduli with
√
purely imaginary period ratio τ = i r, for which r ∈ Q>0 , are denoted by kr . Abel
30 Since we are interested in the first solution component x only, it suffices to store just the first com1
ponents of the integer vectors ξk (and, in the same vein, to calculate just the first component of ξ )—in

Problem 7, this cuts down the storage requirement by a decisive factor of 20 000.
31 You can find the hybrid Matlab/Mathematica code at www.numerikstreifzug.de.
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Fig. 1 Symmetry-preserving conformal transplantation of a rectangle back to a circle

stated as early as 1828, and Kronecker proved in 1857, that the singular moduli are
algebraic numbers that can be expressed by radicals over the ground field of rational
numbers.32 Thus, I knew that Problem 10 is answered by
p=

2
arcsin kρ 2 ,
π

(11)

where, in the specific case of the aspect ratio ρ = 10, the singular modulus k100 is
expressible in terms of radicals. Weber has a large list of class invariants at the end
of his 1891 book [54] from which I was able to get such an expression of k100 : it is,
however, not particularly attractive.
Ramanujan was prolific in creating attractive formulas representing singular moduli. The most famous example is from his second, February 27, 1913 letter to Hardy
[4, p. 60]:
√
√ √
√
√
k210 = ( 2 − 1)2 (2 − 3)( 7 − 6)2 (8 − 3 7)
√
√
√
√
√
(12)
× ( 10 − 3)2 (4 − 15)2 ( 15 − 14)(6 − 35).
Hardy called it “one of the most striking of Ramanujan’s results” [23, p. 228]; the first
proof was given by Watson in 1931 [53]. I wondered whether I could find a similarly
incredible formula for k100 ?
I got help from the method that Berndt presents in the fifth volume of his edition of Ramanujan’s notebooks in proving the expressions for k4 , k12 , k28 , and k60
[3, pp. 283–284]. It is based on a formula of Ramanujan’s relating k4n to the class
invariant Gn = (2kn kn )−1/12 , namely
k4n =

G12
n +1−

G12
n

2

G12
n −

2
G12
n −1 .

√
Now, G25 = ( 5 + 1)/2 was already known to Weber [54, p. 500] and, after some
playing around and some glasses of red wine, I arrived fortuitously at
√
√ 4
√
√

k100 = (3 − 2 2)2 (2 + 5)2 ( 10 − 3)2 51/4 − 2 .
(13)
32 His study led Kronecker to his conjecture about abelian extensions of imaginary quadratic fields, his

famous “Jugendtraum”, which was solved by one of the pearls of 20th century pure mathematics, class
field theory.
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Hence, the probability of reaching a short end of the 10 × 1 rectangle is exactly33
p=

√ 4 
√
√
√


2
arcsin (3 − 2 2)2 (2 + 5)2 ( 10 − 3)2 51/4 − 2 .
π

Experimental Mathematics In his in-depth review [8] of the Challenge Book,
Jonathan M. Borwein34 discussed Problem 10, his “personal favourite,” at length and
suggested a computer-assisted approach to determine an algebraic expression of the
singular modulus k100 :
Alternatively, armed only with the knowledge that the singular values are always algebraic, we may finish with an au courant proof: numerically obtain
the minimal polynomial from a high-precision computation, and recover the
surds.
No sooner said than done, using the numerically extremely effective representation
of elliptic moduli in terms of Jacobi theta functions [9, Thm. 2.3],
kρ 2 =

θ2 (q)
=
θ3 (q)

∞

(n+1/2)2
n=−∞ q
,
∞
n2
n=−∞ q

q = e−πρ ,

and using the PolynomialTools of Maple, he got as far as to identify
the smaller root of the quadratic equation
√
√ √
√
0 = z2 + 322z − 228z 2 + 144z 5 − 102z 2 5
√ √
√
√
+ 323 − 228 2 + 144 5 − 102 2 5.

√

k100 as

Leaving it as that, he ended with the remark: “We leave it to the reader to find, using
one of the 3Ms,35 the more beautiful form of k100 given in (13).”
Well, it can be done, sort of: using Mathematica, I found a computer assisted
derivation of the beautiful form (13) after all.36 First, as a handshake between
√ numerical and symbolic computing, the minimal polynomial of the quantity k100 is
constructed from a numerical value, accurate to 50 digits:37
33 This probability is quite small, after all: p = 3.83758 79792 51226 . . . · 10−7 . In Oxford’s Balliol College

Annual Report 2005 Strang reported on some communication initiated by his review of the Challenge Book
in Science:
An email just came from Hawaii, protesting that the probability should not be so small. Comparing
the side lengths, 1 chance in 10 or 1 in 100 seemed more reasonable than 1 in 2 500 000. It’s just
very hard to reach the narrow end! My best suggestion was to draw the rectangle in the driveway,
and make a blindfold turn before each small step.
34 There, he disclosed also that he was part of a team that entered the contest, but failed to qualify for an

award [8, p. 44]: “We took Nick at his word and turned in 85 digits! We thought that would be a good
enough entry and returned to other activities.”
35 3Ms = Mathematica, Maple, Matlab.
36 A variant of this derivation, using commands that are deprecated in Mathematica now, is included in the

German edition of the Challenge Book [7, §10.7.1].
37 The command RootApproximant uses the famous LLL lattice reduction algorithm [30].
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Now, a look at many of the tabulated singular moduli
that we try splitting
√ suggests
√
this minimal polynomial over a field extension of Q[ 2, 5]. Taking that field as the
ground field itself, the minimal polynomial splits into quadratic factors. Playing with
adjoining simple radicals of order four reveals that


√
k100 ∈ Q 2, 51/4 ;
although, being real, this cannot be the splitting field of the minimal polynomial
(there are still some quadratic factors left). However, a rather short, though not actually beautiful, radical expression is obtained this way:

The form of this expression suggests that, if there were a factorization into simpler
terms at all, you should look for one of the following form (well. . . —such an “educated guess” might be too much of hindsight):

Anyway, let me try calculating the coefficients a1 , . . . , a5 :

Voilà! This derivation constitutes, after all, the au courant proof of formula (13) that
Borwein had in mind.
You are invited to recover Ramanujan’s expression (12) for k210 along the same
lines.
An Intriguing Generalization After they were introduced by Borwein to Problem 10 and its most singular solution, Anthony J. Guttmann and Nathan Clisby38
38 Clisby is an expert on the efficient sampling of self-avoiding walks [13]. If you have ever played the

computer game Snake, you will appreciate the combinatorial difficulty of generating a self-avoiding walk
of, say, 100 000 000 steps on the square lattice. Clisby created a striking video, zooming in and out of one
such sample: www.youtube.com/watch?v=WPUH8Rs-oig.
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Fig. 2 Schematic picture of the scaling limit of a self-avoiding walk (courtesy T. Kennedy)

started discussing the following question: what happens if Brownian motion is replaced by the scaling limit of a self-avoiding walk (SAW)?
The answer [21],39 finally found by Guttmann and Tom Kennedy in 2012, touches
a lot of ground in modern day probability theory and depends on a set of pivotal
conjectures put forward in 2004 by Gregory F. Lawler, Oded Schramm, and Wendelin
Werner [29]:
– For each pair of boundary points a and b of a smooth, simply connected domain
Ω in the plane there is, at some critical rescaling exponent, a conformally invariant
scaling limit (cf. Fig. 2) of a self-avoiding walk such that the walk converges in distribution to a random continuous curve connecting a and b. This limit is universal
in the sense that it is independent of the lattice used to define the walk.
– The limit random curve, considered as a continuous walk that runs from a to b in
infinite time, proceeds according to the Schramm–Loewner evolution40 SLEκ of
parameter κ = 8/3. This evolution is given, for the upper half plane H with a = 0
and b = ∞, by the stochastic Loewner equation
∂t gt (z) =

2
,
√
gt (z) − κWt

g0 (z) = z.

Here, Wt denotes standard linear Brownian motion and, for κ ≤ 4, the solution
defines, almost surely, a conformal map gt : H \ γt → H, where γt is a random
chord starting at a = 0 (and which, for κ = 8/3, would correspond to the scaling
limit of the self-avoiding walk).
– For SLE8/3 , boundary probability measures are transplanted, under conformal
maps f as in Fig. 1, by scaling the densities with c|f  (z)|β , where the exponent is
β = 5/8. Clearly, for Brownian motion that exponent is β = 1.
Now, Guttmann and Kennedy solved the SAW-variant of Problem 10 by putting these
conjectures together and doing the necessary calculations for the conformal transplantation shown in Fig. 1. They obtained, for general exponent β, the following result, where pβ denotes the probability of terminating at one of the ends of a rectangle
39 Published in a special issue of the Journal on Engineering Mathematics, dedicated to the memory of the

eminent Milton van Dyke (1922–2010), master of perturbation analysis in aeronautics and creator of the
book An Album of Fluid Motion.
40 For an approachable discussion of SLE , see [35].
κ

114

F. Bornemann

with aspect ratio ρ:


pβ
= R 1/kρ 2 /4 , β ,
1 − pβ

with the complementary modulus kr = 1 − kr2 and the function
α 2
(u + α)−β (u2 − 1)(β−1)/2 (α 2 − u2 )(β−1)/2 du
R(α, β) =  11
.
2
−β
2 (β−1)/2 (α 2 − u2 )(β−1)/2 du
−1 (u + α) (1 − u )
In the Brownian motion case, β = 1, a follow-up calculation, using the downward
transformation of complete elliptic integrals [9, Eq. (2.1.15)], would reproduce formula (11). For β > 1, I would suggest computing the integrals defining the function
R by Gauss–Jacobi quadrature. This way I get, for ρ = 10,
p5/8 = 6.6825 43341 60659 . . . × 10−5 = p1 × 174.13 . . . .
Hence, if the amazing conjectures of Lawler, Schramm, and Werner are all true, a selfavoiding walk of infinitesimal step size would, compared to a random walk without
any constraints, increase the chances of meeting the ends of a 10 × 1 rectangle by a
factor of approximately 200.

7 A Shocking Zero in Prime Counting
Even though Trefethen dismissed it as “terrifyingly technical”, the following problem
from the list of new ones, posed in Appendix D of the Challenge Book,41 has always
been my favorite (not only because I solved it myself, but because it connects to a
rich and fascinating chapter in analytic number theory, and it has a truly shocking
solution—so please, be patient):
New Problem 5 (Waldvogel)
Riemann’s prime counting function
is defined as
∞

μ(n)  1/n 
li x
,
R(x) =
n
n=1

where μ(n) is the Möbius function,
which is (−1)ν when n is a product of ν different primes
 xand zero
otherwise, and li(x) = 0 dt/ log t
is the logarithmic integral, taken as
a principal value in Cauchy’s sense.
What is the largest positive zero
of R?
41 As of today, 15 out of the 22 new problems have been solved: www.numerikstreifzug.de. Actually, two

of them have initiated some published research, see [50] and [43].

The SIAM 100-Digit Challenge: A Decade Later

115

Some Background42 Counting primes, approximately and asymptotically, is historically one of the most prominent tasks in analytic number theory. Of course, the
precise prime count is given by
π(x) = # primes p ≤ x.
As it is often the case for piecewise constant functions, it is analytically more convenient to consider

1
π0 (x) = π(x + 0) + π(x − 0) .
2
In the 1859 paper of his hypothesis’ fame, Riemann claimed (and von Mangoldt
proved it in 1895) that, if x > 1,
π0 (x) =

∞

μ(n)  1/n 
f x
,
n

(14)

n=1

where
f (x) =

∞


  


π0 x 1/n /n = li(x) −
li x ρ +

∞

x

ρ

n=1



dt
− log 2.
(t 2 − 1)t log t

(15)


Here, the sum means limT →∞ ρ|≤T li(x ρ ) and the ρ’s are the nontrivial zeros of
the Riemann zeta function, that is, of the analytic continuation of
ζ (s) =

∞

n=1

 
−1
1 − p −s

n−s =

(Re s > 1).

p prime

Taking only the first term li(x) of (15), and inserting it into the “inversion formula”
(14), Riemann got his famous approximation to π0 (x):
π0 (x) ≈ R(x) =

∞

μ(n)  1/n 
li x
n

(x > 1).

n=1

This was rediscovered, apparently independently, by Ramanujan [23, p. 42]; in his
second, February 27, 1913 letter to Hardy, he went as far as to claim that it would hold
with uniformly bounded error [4, p. 55]. Already at the time of his writing, this contradicted, rather straightforwardly, some known asymptotics to π(x) that could have
been found in Landau’s comprehensive 1909 treatise on the distribution of primes,
see [23, p. 45].
In 1884, Gram found an alternative, analytically more appealing expression for
R(x). I follow the derivation of Hardy [23, p. 25], who expanded li(x) into the series
li(x) = γ + log log x +

∞

(log x)n
,
nΓ (n + 1)
n=1

42 I follow the accounts on Riemann’s R function given in [40] and [23, Chap. II].
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changed the order of summation, employed the formulas43
∞

μ(n)

n

n=1

= 0,

∞

μ(n) log n
n=1

n

= −1,

∞

μ(n)
n=1

ns

=

1
ζ (s)

(s ≥ 1),

to obtain
R(x) = 1 +

∞

n=1

(log x)n
.
nΓ (n + 1)ζ (n + 1)

(16)

Majorization by e|z| shows that R(ez ) continues as an analytic function of z to the
entire complex plane: in particular, R(x) is well defined for all x > 0.
Enter Waldvogel A numerical exploration of Gram’s series (16) led Waldvogel
to conjecture—quite reasonably, cf. the upper pane of Fig. 3—that R(x) > 0 for all
x > 0. Sure, this is trivially the case for x > 1, which is the region of interest in
analytic number theory. Not being able to prove his conjecture, he continued his
explorations, just out of curiosity, and found finally . . . a largest positive zero x∗ of
R(x), cf. the lower pane of Fig. 3.44
To enable such an exploration of R(x), microscopically close to x = 0, a more
rapidly converging series representation was required. By treating the meromorphic
function
zw
Γ (−w)zw
π
=−
fz (w) =
sin(πw) wΓ (w + 1)ζ (w + 1)
w ζ (w + 1)
with the residue theorem, Waldvogel arrived (as did I when I solved his problem) at
the following representation, for details see [5]: if t > 0, then
∞
 −2πt  1 
1
(−1)n−1 t −2n−1
t −ρ
R e
+
.
=
π
(2n + 1) ζ (2n + 1) 2 ρ ρ cos(πρ/2) ζ  (ρ)

(17)

n=1

Recall that the ρ’s are the nontrivial zeros of the Riemann zeta function.45 Actually,
just the first term of the first series and the smallest pair of ρ’s in the second suffice
to compute log(x∗ ) to about five digit accuracy (which is, by far, more accurate than
needed to plot the lower pane of Fig. 3).
In 2008, Oleksandr Pavlyk implemented Waldvogel’s formula of R to extend the
range of Mathematica’s RiemannR command to values of x very close to zero.46
43 The first one, conjectured by Euler in 1748 and proved by von Mangoldt in 1897, was shown in 1911,

by Landau, to be “elementarily” equivalent to the prime number theorem. The second one, conjectured
by Möbius in 1832, was proved by Landau in 1899. The third one follows from an application of Möbius
inversion to the Dirichlet series of ζ (s).
44 Wagon asked the late Richard Crandall “if he saw any value in knowing the largest zero of R(x)—and

he said NO (though he liked the numerical problem)” (email of Aug. 19, 2005).
45 In my implementation I used the table of the 100 smallest nontrivial zeros ρ to 1000 digit accuracy that

Andrew Odlyzko maintains at www.dtc.umn.edu/~Odlyzko/zeta_tables.
46 Personal communication to S. Wagon (email from Aug. 15, 2008).
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Fig. 3 Two different zooms
into Riemann’s function R(x)
close to x = 0 (log-linear scale)

And so now Waldvogel’s problem has become an example in Mathematica’s online
documentation:

What a shocking number, indeed:47 with an exponent that small it cannot be represented in IEEE double precision arithmetic.

8 Randomly Winding Around
According to Trefethen’s fine print, the DPhil students of his Oxford “Problem Solving Squad” are free to get ideas and advice from friends and literature far and wide.
So it was not really a surprise when on October 18, 2013, Hadrien Montanelli sent
me an email, asking for help with the following problem:
47 The sequence of its digits has made it into N.J.A. Sloane’s On-Line Encyclopedia of Integer Sequences:
oeis.org/A143531.
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Oxford Problem-Solving-Squad Problem 2013 (Trefethen)
A particle starts at (1, 0) and wanders around the (x, y) plane in standard
Brownian motion. Eventually (with probability 1) it will circle around the origin to cross the line x > 0, y = 0 at a moment when the winding number of its
path so far with respect to the origin is nonzero. What is the probability that
this happens at a time less then 1?
In particular, Montanelli asked:
As a first step, I performed a Monte-Carlo simulation and got a probability of
about 0.037. Do you think that this problem could be reformulated as a PDE
problem as you have done [with Problem 10]? If yes, how could “cross the
line” and “winding number nonzero” be reformulated as boundary conditions?
Well, he got me hooked.
Winding Numbers of Planar Brownian Motions48 Let Bt be a standard planar
(i.e., complex) Brownian motion, starting at a point away from the origin. Since it
almost surely never hits the origin, there exists a continuous determination of θt =
arg Bt , the total angle wound by the Brownian motion around the origin up to time t.
The winding number is then given by θt /2π . Let me denote the running maximum
modulus process of θt by
θt∗ = max |θs |.
0≤s≤t

Hence, the problem asks you to calculate the probability


p∗ = P θ1∗ ≥ 2π | B0 = 1 .
The first fundamental result about winding numbers of Brownian motion, Spitzer’s
law [34, Thm. 7.32] that 2θt / log t converges in distribution to a standard symmetric
Cauchy distribution, was obtained in 1958 and, since then, quite a lot has been discovered about θt , but much less about θt∗ . Ultimately, many results are derived from
the skew-product representation of Bt [34, Thm. 7.26], which implies that
θt = W (Ht ),
where W (s) denotes a standard linear Brownian motion and Ht a stochastically independent “clock”, that is, an almost surely strictly monotonically increasing, continuous stochastic process. Many asymptotic results are known for θt , and its density
has recently been stated explicitly [10]. One of the few results that I would know of
about θt∗ is Shi’s liminf law from 1994 [44]:
lim inf
t→∞

log log log t ∗ π
θt =
log t
4

a.s.

48 As far as it is not referenced, the material given here can be found in the two recent books [33, Chap. 5]

and [34, §7.2]
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Since I could not find an explicit expression of the distribution of θt∗ in the literature,
I had to calculate it myself. My first try was to use the skew-product representation
in the form θ ∗ (t) = W ∗ (Ht ), where
W ∗ (t) = max W (s) ,
0≤s≤t

knowing that [18, p. 342]
∞

 4
(2n + 1)2 π 2 t
(−1)n
P W ∗ (t) < a | W (0) = 0 =
.
exp −
π
2n + 1
8a 2

(18)

n=0

However, I was not able to get the clock Ht into this; so I decided to make a fresh
start and adapt the proof of (18) instead.
The Distribution of θt∗ The basic idea is to consider a general starting position
B0 = reiθ and to introduce the probability distribution


pα (t, r, θ ) = P θt∗ < α | B0 = reiθ .
Since Brownian motion is locally governed by

1
2 -diffusion,

I am led to write

the Fokker–Planck equation on the Riemann surface of the logarithm, as given
by polar coordinates (r, θ ) with unconstrained angles θ ∈ R. Thus, restricted
to


Sα = (t, r, θ ) : t ≥ 0, r ≥ 0, −α ≤ θ ≤ α ,
the function pα satisfies the heat equation ut = 12 u in polar coordinates,
∂t pα =


1  −1
r ∂r (r∂r ) + r −2 ∂θ2 pα ,
2

subject to the initial boundary value conditions
pα |t=0 = 1,

pα |θ=±α = 0,

pα |r=0 = 0.

Such an initial boundary value problem can be solved by separation of variables, and
after some calculations I got, with the help of Mathematica, the following solution:49
if (t, r, θ ) ∈ Sα ,
∞


2
(−1)n cos (2n+1)π
θ
pα (t, r, θ ) =
2α
α
n=0



∞
0

e−ρ

2 t/2

J (2n+1)π (ρr)
2α

dρ
ρ

49 Once you have found it, you can verify it by inserting it into the constitutive equations.
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Fig. 4 A histogram of a
Monte-Carlo simulation with
100 000 samples of Bt , running
the Euler–Maruyama scheme
with 10 000 steps, vs. the
density of the distribution p(α)

2

r
∞

 2
 2 

2re− 4t  (−1)n
cos (2n+1)π
= √
θ I (2n+1)π−2α r4t + I (2n+1)π+2α r4t .
2α
4α
4α
2n
+
1
2πt n=0
(19)

Here, Jν (x) and Iν (x) denote the (modified) Bessel functions of the first kind. Using
the Hankel expansions [37, Eq. (10.40.1)],


ex 
Iν (x) = √
1 + O x −1
2πx

(x → ∞),

the case x = r 2 /(4t) → ∞ can easily be dealt with in (19). The series itself is, ultimately, rapidly convergent since there holds, for fixed x, the large order asymptotics
[37, Eq. (10.41.1)]
ex
1
Iν (x) ∼ √
2ν
2πν

ν

(ν → ∞).

Specifically, for the case (t, r, θ ) = (1, 1, 0), I get, strikingly similar to (18),


p(α) = P θ1∗ < α | B0 = 1 = pα (1, 1, 0)

∞

 
 
(−1)n 
−1/4 2
I (2n+1)π−2α 14 + I (2n+1)π+2α 14
=e
4α
4α
π
2n + 1
n=0

and, thus, the rapidly converging series representation

p∗ = 1 − p(2π) = 1 − e

−1/4

∞
 
 
2  (−1)n 
I 2n−3 14 + I 2n+5 14
8
8
π
2n + 1
n=0

= 0.047415 66908 56542 . . . ,
which solves the Oxford squad problem to 15 truncated significant digits.
To hush fears that I could have done something fundamentally wrong, I compared
the density of θ1∗ with the histogram of a Monte-Carlo simulation, see Fig. 4 for
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comfort. Taking N samples of Bt , while running the Euler–Maruyama scheme with
step-size h, is known to give an O(N −1/2 + h1/2 ) error. Thus, with N = 100 000
samples and h−1 = 10 000 steps you would expect an error of the order ±0.01. This
is what Montanelli got with his value p∗ ≈ 0.037.
Acknowledgements I thank Martin Hanke-Bourgeois for having solicited this paper; it was presented
first at the conference “New Directions in Numerical Computing: In celebration Nick Trefethen’s 60th
birthday”, Oxford, August 27, 2015. Nick Trefethen has kindly ironed out some of my worst English
language peculiarities.

References
1. Battles, Z., Trefethen, L.N.: An extension of MATLAB to continuous functions and operators. SIAM
J. Sci. Comput. 25(5), 1743–1770 (2004)
2. Berndt, B.C.: Ramanujan’s Notebooks. Part I. Springer, New York (1985)
3. Berndt, B.C.: Ramanujan’s Notebooks. Part V. Springer, New York (1998)
4. Berndt, B.C., Rankin, R.A.: Ramanujan: Letters and Commentary. Am. Math. Soc., Providence
(1995)
5. Bornemann, F.: Solution of a problem posed by Jörg Waldvogel. Unpublished note, www-m3.ma.
tum.de/bornemann/RiemannRZero.pdf (2003)
6. Bornemann, F., Laurie, D., Wagon, S., Waldvogel, J.: The SIAM 100-Digit Challenge. Society for
Industrial and Applied Mathematics, Philadelphia (2004)
7. Bornemann, F., Laurie, D., Wagon, S., Waldvogel, J.: Vom Lösen numerischer Probleme. Springer,
Berlin (2006). (German edition of [6])
8. Borwein, J.M.: Book review: the SIAM 100-digit challenge. Math. Intell. 27(4), 40–48 (2005)
9. Borwein, J.M., Borwein, P.B.: Pi and the AGM. Wiley, New York (1998)
10. Brassesco, S., García Pire, S.C.: On the density of the winding number of planar Brownian motion.
J. Theor. Probab. 27(3), 899–914 (2014)
11. Butzer, P.L., Ferreira, P.J.S.G., Schmeisser, G., Stens, R.L.: The summation formulae of Euler–
Maclaurin, Abel–Plana, Poisson, and their interconnections with the approximate sampling formula
of signal analysis. Results Math. 59(3–4), 359–400 (2011)
12. Candelpergher, B., Coppo, M.A., Delabaere, E.: La sommation de Ramanujan. Enseign. Math. 43(1–
2), 93–132 (1997)
13. Clisby, N.: Efficient implementation of the pivot algorithm for self-avoiding walks. J. Stat. Phys.
140(2), 349–392 (2010)
14. Corless, R.M., Gonnet, G.H., Hare, D.E.G., Jeffrey, D.J., Knuth, D.E.: On the Lambert W function.
Adv. Comput. Math. 5(4), 329–359 (1996)
15. Costin, O.: Asymptotics and Borel Summability. CRC Press, Boca Raton (2009)
16. Dixon, J.D.: Exact solution of linear equations using p-adic expansions. Numer. Math. 40(1), 137–141
(1982)
17. Dumas, J.-G., Turner, W., Wan, Z.: Exact solution to large sparse integer linear systems. Abstract for
ECCAD’2002 (2002)
18. Feller, W.: An Introduction to Probability Theory and Its Applications. Vol. II, 2nd edn. Wiley, New
York (1971)
19. Gauss, C.F.: Werke. Band III. Georg Olms Verlag, Hildesheim (1973). Reprint of the 1866 original
20. Gautschi, W.: The numerical evaluation of a challenging integral. Numer. Algorithms 49(1–4), 187–
194 (2008)
21. Guttmann, A.J., Kennedy, T.: Self-avoiding walks in a rectangle. J. Eng. Math. 84, 201–208 (2014)
22. Hale, N., Trefethen, L.N.: Chebfun and numerical quadrature. Sci. China Math. 55(9), 1749–1760
(2012)
23. Hardy, G.H.: Ramanujan. Twelve Lectures on Subjects Suggested by His Life and Work. Cambridge
University Press, Cambridge (1940)

122

F. Bornemann

24. Hardy, G.H.: Divergent Series. Oxford University Press, Oxford (1949)
25. Havil, J.: Gamma. Princeton University Press, Princeton (2003)
26. Jagger, G.: The making of logarithm tables. In: The History of Mathematical Tables, pp. 49–77.
Oxford University Press, Oxford (2003)
27. Kalugin, G.A., Jeffrey, D.J., Corless, R.M.: Bernstein, Pick, Poisson and related integral expressions
for Lambert W . Integral Transforms Spec. Funct. 23(11), 817–829 (2012)
28. Kleinert, H.: Path Integrals in Quantum Mechanics, Statistics, Polymer Physics, and Financial Markets, 5th edn. World Scientific, Hackensack (2009)
29. Lawler, G.F., Schramm, O., Werner, W.: On the scaling limit of planar self-avoiding walk. In: Fractal
Geometry and Applications: A Jubilee of Benoît Mandelbrot, Part 2, pp. 339–364. Am. Math. Soc.,
Providence (2004)
30. Lenstra, A.K., Lenstra, H.W. Jr., Lovász, L.: Factoring polynomials with rational coefficients. Math.
Ann. 261(4), 515–534 (1982)
31. Lindelöf, E.: Le calcul des résidus. Gauthier–Villars, Paris (1905)
32. Longman, I.M.: Note on a method for computing infinite integrals of oscillatory functions. Proc.
Camb. Philos. Soc. 52, 764–768 (1956)
33. Mansuy, R., Yor, M.: Aspects of Brownian Motion. Springer, Berlin (2008)
34. Mörters, P., Peres, Y.: Brownian Motion. Cambridge University Press, Cambridge (2010)
35. Nienhuis, B., Kager, W.: Stochastic Löwner evolution and the scaling limit of critical models. In:
Polygons, Polyominoes and Polycubes, pp. 425–467. Springer, Dordrecht (2009)
36. Olver, F.W.J.: Asymptotics and Special Functions. Academic Press, New York (1974)
37. Olver, F.W.J., Lozier, D.W., Boisvert, R.F., Clark, C.W. (eds.): NIST Handbook of Mathematical
Functions. Cambridge University Press, Cambridge (2010)
38. Ramanujan, S.: Notebooks, Vol. II. Tata Institute of Fundamental Research, Bombay (1957)
39. Ramis, J.-P.: Séries divergentes et théories asymptotiques. Bull. Soc. Math. Fr. 121(suppl.), 74 (1993)
40. Riesel, H., Göhl, G.: Some calculations related to Riemann’s prime number formula. Math. Comput.
24, 969–983 (1970)
41. Runge, C., König, H.: Vorlesungen über numerisches Rechnen. Springer, Berlin (1924)
42. Sadovskii, M.V.: Quantum Field Theory. De Gruyter, Berlin (2013)
43. Schmelzer, T., Baillie, R.: Summing a curious, slowly convergent series. Am. Math. Mon. 115(6),
525–540 (2008)
44. Shi, Z.: Liminf behaviours of the windings and Lévy’s stochastic areas of planar Brownian motion.
In: Séminaire de Probabilités, XXVIII, pp. 122–137. Springer, Berlin (1994)
45. Strang, G.: Learning from 100 numbers. Science 307(5709), 521–522 (2005)
46. Townsend, A., Trefethen, L.N.: An extension of Chebfun to two dimensions. SIAM J. Sci. Comput.
35(6), C495–C518 (2013)
47. Trefethen, L.N.: Ten digit algorithms. A.R. Mitchell Lecture, 2005 Dundee Biennial Conf. on Numer.
Anal., people.maths.ox.ac.uk/trefethen/essays.html (2005)
48. Trefethen, L.N.: Computing numerically with functions instead of numbers. Math. Comput. Sci. 1(1),
9–19 (2007)
49. Trefethen, L.N., Weideman, J.A.C.: The exponentially convergent trapezoidal rule. SIAM Rev. 56(3),
385–458 (2014)
50. Van Deun, J., Cools, R.: Algorithm 858: computing infinite range integrals of an arbitrary product of
Bessel functions. ACM Trans. Math. Softw. 32(4), 580–596 (2006)
51. Wan, Z.: An algorithm to solve integer linear systems exactly using numerical methods. J. Symb.
Comput. 41, 621–632 (2006)
52. Watson, G.N.: Theorems stated by Ramanujan. VIII: theorems on divergent series. J. Lond. Math.
Soc. 4, 82–86 (1929)
53. Watson, G.N.: Theorems stated by Ramanujan. XII: a singular modulus. J. Lond. Math. Soc. 6, 65–70
(1931)
54. Weber, H.: Elliptische Functionen und algebraische Zahlen. Vieweg, Braunschweig (1891)
55. Wiedemann, D.H.: Solving sparse linear equations over finite fields. IEEE Trans. Inf. Theory 32(1),
54–62 (1986)
56. Wittgenstein, L.: On Certainty. Blackwell Sci., Oxford (1969)

The SIAM 100-Digit Challenge: A Decade Later

123

Folkmar Bornemann is studying numerical computing at large. He has
always been fascinated by the interaction between efficient algorithms and
the fundamental mathematical analysis of a problem. Lately, he has started
working on problems in random matrix theory, which made him a plenary
speaker at the International Congress of Mathematical Physics in 2015.
He embarked on his academic career at the Zuse Institute Berlin, spent
a profitable year at the Courant Institute in New York, and is currently
holding the Chair for Numerical Analysis and Scientific Computing at the
Technical University of Munich. Because of his broad interests in science
and mathematics, he is glad about having the privilege of serving at various
bodies of the DFG, first as a member of the Review Board for Mathematics
and then as a member of the Senate Committee on Collaborative Research
Centers.

